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Abstract 

 
Multiple C-NN architectures were applied through the 
Caffe framework to the tiny-Imagenet dataset. This dataset 
is composed of a subset of the Imagenet-1000 class 
dataset. Tiny-Imagenet is composed of 200 classes with 
500 training images per classes. Three network 
architectures were tested: 1 convolutional layer with 3 FC 
layers, 2 convolutional layers with 3 FC layers, and a fine 
tuned SqueezeNet network. Further experiments were 
performed on point cloud classification. Small cursory 
tests were performed on MNIST. 

1. Introduction 
In this set of tests multiple convolutional neural network 

(C-NN) architectures were tested on the tiny-Imagenet 
dataset. The tiny-Imagenet dataset is composed of a 
downsampled subset of the Imagenet challenge. The 
Imagenet challenge is composed of 1.2 million training 
photos from 1000 classes with image sizes of 
approximately 256 x 256 pixels. The photos are of various 
objects in the real world, collected from the internet. They 
are cluttered and not nicely segmented or centered images 
of an object in an artificial environement. This makes the 
classification very challenging for traditional computer 
vision approaches. Tiny-Imagenet is composed of 100 
thousand training photos of size 64 x 64 pixels and 10 
thousand validation and testing photos. This smaller set of 
photos provides a more tractable computation challenge, 
taking hours rather than days to train on, while still 
providing a somewhat similar conceptual challenge. This 
smaller image size in some ways increases the difficulty of 
image classification, as data is lost versus the larger 256 x 
256 imges. In contrast it is a much easier computational 
problem and provides a faster dataset  to experiment with. 

In recent years neural network architectures have surged 
in popularity due to rapidly expanding computation power 
with the advent of highly powerful, low cost GPUs. This 
has enabled experimentation and training on a relatively 
low budget in short time periods to be feasible on a standard 
desktop computer. Furthermore, due to this increased 
accessibility and interest many highly efficient and open-
source deep learning tools and prebuilt models have 
become available. This enables reuse of extremely large 
and deep models for alternative datasets without entire re-

computation being required, which is expensive given 
available resources, and also not possible in cases where the 
application of interest does not have a sufficiently large 
labeled training dataset. Particularly VGG-16 network 
trained on the full Imagenet dataset was fine-tuned on the 
tiny-Imagenet dataset. Caffe was used for training. 

Pointclouds are composed of (often) unordered lists of 
points in 3D space, sometimes with additional features 
beyond position like grey-scale intensity, RGB color, 
and/or normal vectors. They provide an interesting 
challenge due to their unstructured and sparse nature, 
aswell as the massive size large point clouds can grow to be 
(upto many billions of points). In these tests only a small 
point cloud was dealt with (around 1.5 million points) with 
population only (black or white image equivalent). 
Pointcloud classification was performed using a feed-
forward neural network on meta-features computed off the 
pointcloud. Further experiments will be performed using C-
NN on discretized pointclouds (voxels) in the future. 

2.1 Method, tiny-Imagenet 

As stated in the introduction, for the tiny-Imagenet 
challenge various convolutional neural network 
architectures were tested. For this final comparison three 
different architectures are used of varying sizes. All 
networks were trained and tested on identical datasets, 
however different batches depending on the network 
architecture. All networks were trained in Caffe on GPU.  

During initial training much trouble was experienced 
with achieving convergence. Debugging was done using 
the MNIST dataset (achieving a test accuracy of 98.8%), 
however no problems presented themselves. Training loss 
would not begin decreasing for many 10s of epochs, which 
took significant time on the full tiny-Imagenet dataset. 
Pretraining was performed on an 11-class subset of tiny-
Imagenet, and then fine-tuning performed on the full 
dataset to achieve the test and training accuracies reported. 
Originally stock Caffenet was trained on the tiny-Imagenet 
from scratch, and a modified Caffenet with smaller scope 
initial convolution and pooling layers due to the smaller 
image size in this dataset. This network was abandoned as 
successful training was not achieved. Debugging was 
performed by training the smaller networks from here on 
referred to as Network1 and Network2 (illustrated in flow 
diagram form in figures 6 and 7). Networks 1 and 2 are 
signifigantly shrunken versions of Caffenet(a modified 
implantation of Alexnet). Furthermore, Network3 was fine-
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tuned on the tiny-Imagenet dataset, using the SqueezeNet 
architecture[3] and initializations from the CaffeZoo. Fine-
tuning was performed by initializing network weights to 
prelearned values, and replacing fully connected layers with 
new layers. Learning rate was decreased significantly, by a 
factor of 10 to 10^3 depending on the trial.  Multiple runs 
of each network for fine-tuning and initial training, all runs 
produced similar test accuracies (within a couple percent). 
For fine-tuning two methods were tested, increasing the 
learning rate (gradient multiplier for gradient descent) for 
specific layers, with a lower overall learning rate, versus 
decreasing the entire network’s learning rate identically. 
These both produced similar test accuracies. All tests were 
done through Caffe’s command line interface. The images 
were not significantly preprocessed. Inputs were mean 
subtracted and rescaled between zero and one from the 
original 8 bit (0-255) values for Network1 and Network2, 
and just mean subtracted for Network3. 

Gradient descent with momentum was used for updates. 
Momentum is adjusted changing the frictional force applied 
to the descent process, rather than changing the current 
momentum directly one changes the counteracting force. 
This is much like stock gradient descent, however the 
descent rate is treated as a particle moving with a velocity 
and therefore a momentum. This helps smooth the descent 
process. 

Figures 6 and 7 are included on page 5 due to their large 
size. 
 
Method, pointcloud classification 

Point cloud classification was performed on the CVPR-
2009 Oakland 3D dataset, as a small test set for initial 
experimentation. This dataset is composed of 
approximately 36 thousand training points, 90 thousand 
validation points and 1.3 million testing points. Initial early 
tests were performed on artificially generated data, however 
that was quickly deemed to be too precontrived and lacking 
usefulness. Kernel k-means was tested and successfully 
clustered separate but overlapping objects in a simple ball, 
sphere, cylinder test. On the Oakland 3D dataset, 
classification was performed by finding the nearest 
neighbors to each point in the training set, computing the 
distance sample covariance matrix, and making various 
meta-features about the local density off the eigenvalues of 
the SVD decomposition of that matrix. The three features 
used are based on the three computed eigenvalues at each 
point, λ1, λ2, and λ3, listed in ascending order. The three 
generated features associated with each point are λ1, λ3- λ2, 
and λ2 – λ1. These capture various spatial properties of the 
locally sampled data. λ3 corresponds to the eigenvector 
pointing in the direction of greatest variance, λ2 the 
orthonormal vector of second greatest variance, and λ0 
corresponds to the eigenvector pointing in the orthonormal 
direction of least variance. These correspond to three 
“visual” elements of the data in this neighborhood, the 

roundness, flatness, and linearness of the data, 
respectively.[1] Nearest neighbors were computed using a 
KD tree based structure. These were used to train a feed 
forward neural network of size [500,500,500], and tested on 
the test data set. Three hidden layers of size 500 neurons. 
Early stopping was employed for regularization based on 
validation loss. Further experiments should be performed in 
the future, using more manually generated features, and 
more interestingly, convolutional neural networks. The 
dataset is composed of five classes: ground, vegetation, tree 
trunks and poles, wire, and building facades. 

Voxels were computed off the point cloud to be used for 
training a C-NN, this training will be explored in the 
future.[2] 

 

3.1 Results, tinyImagenet 

Three different network architectures were primarily 
trained and tested. They varied significantly in network 
complexity and training time. Network1 and Network2 
were trained from scratch, which took significantly longer 
than the fine-tuning of Network3, despite Network3’s 
significantly better testing accuracy. This shows the 
exciting and interesting application of transfer learning 
and fine-tuning, allowing the reuse of large networks on 
smaller datasets without significant over fitting, and 
quicker cycle time. 
Accuracy was calculated as (number of correct 
classifications) / (number of samples). 
 
Testing accuracy: 

Network1 Network2 Network3 
0.212 0.285 0.413 

 
Furthermore, top-5 accuracy was calculated for Network3. 
This corresponds to the number of samples where (one of 
the top 5 predicted classes corresponds to the correct 
class) / (number of samples). 
Top-5 test accuracy: 0.681 
 

 
Figure 1: Example tiny-Imagenet images   
 

3.2 Results, pointclouds 

The pointclouds utilized for training and testing are show 
in figures 2, 3, and 4 below. Figure 2 illustrates a more 
zoomed in version of figure 3, the training data. In this 
zoomed in view of the pointcloud in figure 2, ground, a 
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building façade, a tree, telephone poles, and power lines 
are visible. Figure 3 illustrates the entire training set. 
Figure 4 illustrates the testing set. It is similar when 
zoomed in to figure 2, however it is a much larger dataset. 
Figure 5 has not been used for classification yet, however 
it provides a computationally tractable approach to use 
relatively standard convolutional neural network 
architectures to point cloud data, as it is a (very sparse) 3D 
convolution. 
Accuracy is calculated as (number of correctly classified 
test points) / (total number of test points) 
Test accuracy: 

# Neighbor 1 5 15 
Accuracy 0.0953 0.8071 0.8682 
# Neighbor 25 50 100 
Accuracy 0.8729 0.8871 0.8776 
# Neighbor 500 --- --- 
Accuracy 0.6733 --- --- 

 

 
Figure 2: Zoomed Training pointcloud   

 
Figure 3: Training pointcloud   

 

 
 

Figure 4: Classification pointcloud   
 

 
Figure 5: Voxelized training set  

 

4. Conclusion  

Various datasets and network architectures were tested for 
overall image classification, and point level classification 
of a poinc loud dataset. Through these experiments many 
future paths of continued exploration were made visible. 
Various different neural network architectures were tested. 
Fully connected neural networks were used for point cloud 
classification, aswell as initial testing on tiny-Imagenet 
and MNIST. Primarily for tiny-Imagenet and MNIST 
convolutional neural networks were used, resulting in 
much fewer parameters and better classification accuracy 
given restricted computation power. Difficulties were 
encountered in initial training, illustrating how a 
seemingly straightforward approach can require a great 
deal of trouble shooting to succeed. A method using 
manual feature generation was successfully employed for 
pointcloud classification, however this method feels 
fundamentally limited and to be a more classical vision 
approach, with a great deal of human supervision. The 
application of neural networks for higher level 
classification is merely a convenient classifier, which 
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could easily be replaced by kernel SVM or other methods. 
Troubles were experienced combing multiple features 
directly through a feed forward neural network, other 
methods could be pursued like boosted decision trees [2] 
to combine various classical vision features like HOG and 
Haar like features on the generated voxel model. 
Convolutional neural networks may also be applicable. 
High and low numbers of neighbors for local covariance 
scatter matrix computation resulted in decreased testing 
accuracy due to loss of local structure encoded. 
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Figure 6: Network1  
 

Figure 7: Network2 
 


