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Lossy Sound Compression: Internal Technical Memorandum 
 
Purpose:  
Digital audio signals are inherently large; finding a method to decrease these file sizes is 
advantageous as it allows for both faster and cheaper transmission and storage.  The goal 
of this memorandum is to explore two methods of compression and to characterize their 
comparative advantages and disadvantages. These methods are direct quantization of the 
audio signal and quantization of the audio signal using an autoregressive filter (AR filter).  
 
Procedure:  
The two methods tested were direct quantization of the audio signal and indirect 
quantization using an autoregressive filter filter. 
 
Direct quantization is limiting the signal to 2^N discrete values, where N is the integer 
number of bits used per symbol.   
 
An autoregressive digital filter model represents our original signal as the weighted sum 
of its previous values plus an error term.  This filter model relies on the assumption that 
the current values of the signal depend on previous values.  A signal is not solely 
dependent on previous sounds so this is not a fully accurate model of the system.  An 
autoregressive digital filter model is defined as follows, where y is the reconstruction 
signal and a(k) are the filter coefficients: 

                                            
 
Quantization with an autoregressive filter is similar to direct quantization, however 
instead of quantizing the audio signal directly, I instead quantize a lower bandwidth 
signal, reducing overall reconstruction error if the AR filter fits the data well. This results 
in less reconstruction error than direct quantization, as the quantization interval values are 
smaller, allowing more precision for the same number of bits. The error term is of the 
form: 

                         
There are several additional complexities that must be accounted for in actual 
implementation of the direct quantization and the autoregressive digital filter.  
 
Outlier terms in our signal will cause great reconstruction error in both our direct 
quantization and the autoregressive digital filter methods.  Since we are assuming that 



	 2	

future sound values our based on recent past ones, spikes due to electrical or physical 
noise in the original signal generation could cause large errors our reconstruction. 
Similarly, high amplitude terms (possibly not noise) greatly increase quantization interval 
values, reducing our precision for smaller amplitude signals. We implement a naïve 
solution: the signal is thresholded, removing these outlier terms. We set the threshold 
level to the mean plus or minus a multiple of the standard deviation, alpha. Terms outside 
this range are set to their corresponding high or low limit.  
 
Calculating the filter coefficients once for the entire signal would be a very poor fit. The 
system can be approximated with one coefficient set for short time periods, but this 
would not work for long periods.  Therefore our signal will is broken up into blocks with 
length N = 160, allowing our “a” terms to be a better estimate of each smaller block.  The 
coefficients are fit to minimize the least squared error of our “yhat” reconstruction. 
 
Quantization is done using the following formula, where yq is the quantized y term, 
ythresh is the thresholded and blocked input function, and q are the quantization levels. 
Each of these elements are matrices.  

yq = round(ythresh/q)*q � 
q = (max(ythresh)-min(ythresh))/L where L = 2^r 

Mean squared error of yq = (y-yq)’*(y-yq)/N; 
 
In our test we chose blocks of length N = 160 and a 10th degree filter.  
 
The wave file was imported into Matlab, and then segmented into 160 length sample 
blocks for further processing to make a short-term approximation a better fit. 160 samples 
is approximately 1/50th of a second, making a linear model like the autoregressive filter a 
fair fit for such a short time period.   
 
Autoregressive filter coefficient calculations: 
Solving the Aa = b system, where A= toeplitz matrix, a = coefficient matrix, b  = original 
signal, y_blocked. Aa=b will not have an exact solution, since A is not invertible; it is not 
a square matrix. Using matlab’s ‘\’ operator a is solved for as a=A\b. This causes a 
residual error. We recalculated this error in two ways, directly and using Matlab’s matrix 
multiplication, the error between these two terms was zero, showing that the two methods 
are identical (part 4 and part 5). We used an FIR moving average digital filter 
(convolution) to calculate the yhat term. 
 
We built an AR filter to test our previous coefficients, which identically reconstructed our 
original file, illustrating the previous steps were performed correctly. We gave it our 
original p4/p5 error term and our p3 coefficients. 
 
We recalculated our sound file, using the AR filter and quantized error term from p4 and 
part 5. In addition I recalculated my error term using the difference between the AR 
filtered sound file and the original file, and requantized the error. This bounds my error 
below a certain level, preventing error creep. Without doing this the error would grow 
with every element as previous error would be fed back into the filter. Quantization of the 
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error introduces a small error, causing a difference between our yhat and y, on the next 
cycle this would be made worse as we are reusing the wrong y again. 
 
We calculated our MSE for various alphas and sampling rates to compare them with 
direct quantiziation. 
 
Next we quantized both our AR filter coefficients and our error. This is how the filter 
would be implemented in actual use and again compared this method with previously 
tested methods. 
 
Analysis:  
Important variables: 
y = original audio signal 
z = alpha 
r = bitrate 
L = number of quantized values 
N = block length 
l = order of the model 
y_block = y broken up into N length blocks 
multi_yq = 3d array of multiple blocked quantized sound files for different bitrates (r) 
and standard deviations from mean (z) 
multi_yq_mse = 3d array of MSE for the multiple yq above 
a = coefficient matrix for autoregressive filter 
out = 3d toeplitz matrix 
y_p3 = yhat, autoregressive filter reconstruction of y with no error correction 
e_p4 = residual error between yhat and y_orginal. 
mse_p4 = mse of y_p3 and original sound file. 
error_delta = term by term difference between two methods of calculation yhat 
error_delta_mse = MSE of difference between two methods of calculating yhat. 
mse_p6 = mean squared error between y_block and autoregressive filter calculated y 
 
Directly Quantized Signal: 
Multiple bitrates and threshold values were tested for the directly quantized audio signal, 
yq. Bitrates from 1 to 8 were tested; with threshold levels from 1 to 2.5 standard 
deviations from the mean were tested.  
 
The sound of yq improved with increasing bitrates, at low bitrates there was significant 
background hiss or noise. This improved greatly at higher bitrates. A noticeable 
improvement came with higher alpha values.  The sound became louder for the same 
bitrate, however noise and hiss was not effected. The sound quality was greatest with an 
alpha value of 2.5 and r of 8, the file did not sound clipped at loud points nor noisy. The 
sound was full and nearly indistinguishable from the original. 
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Figure 1 

 
Figure 2 
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Figure 1 shows that increasing quantization rate greatly decreases MSE. As shown in 
Figure 2, increasing alpha increases MSE.  However, in listening tests higher alpha 
values corresponded to better perceived sound quality, showing MSE solely is not an 
excellent metric for human perceived sound quality. 
 
Next, AR filter coefficients were calculated for each block so as to minimize the MSE, 
using Matlab’s least squared matrix inverter ‘\’. The sound file was reconstructed using 
an FIR filter (convolution). The residual error between our solved system for the AR and 
actual y is calculated. MSE between FIR reconstructed file and the original sound file is:  
0.006033896326768 
We recomputed the FIR filtered reconstruction and received nearly identical results, the 
deviation between the two reconstructions being:  
4.346527853292772e-29 
 
Next, we implemented an autoregressive filter using our previously computed a terms 
and our previously computer yhat y_block difference error terms. The MSE is 
1.415816913884547e-32 
 
The residuals computed earlier were quantized with varying alpha and quantization rates. 
These quantized residuals were fed through the autoregressive filter resulting in 
reconstructed signal terms with various MSEs. The MSEs were plotted as a 3d surface 
using Matlab’s “surf” command as shown in Figure 3 below. 

Figure 3 
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Figure 4 

 
MSE was calculated for a specific alpha for AR filtered error quantized as shown in 
Figure 5 to better illustrate: Alpha = 4, same as figure 1 for better comparison. 

Figure 5 
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Fig 6 

 
 
For all alpha and quantization rates the autoregressive filtered signal with quantized error 
terms results in a lower MSE for the overall signal. Subjectively, higher quantization 
rates sounded universally better. At quantization rates above 5 I could not tell a 
significant difference between the two methods, direct quantization and autoregressive 
filtering with error quantization. At low quantization rates increased alpha values 
sounded worse for both, at higher quantization rates higher alpha values sounded better. 
 
The MSE is shown for various quantization rates: 4, 8, and 9. At low rates the MSE is 
extremely high, by quantization rate r = 9 the rate is at an acceptable level of   
0.002795384419085 
 
The graph is of the log(mse) due to the large variation in MSE across those 3 quantization 
rates. 
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Figure 7 

 
 
Despite y_p9’s high MSE at q levels 8 and 9, they sound comparable to the best previous 
quantized results from earlier, direct quantizing and ar filtering with error term 
quantizing. Quantization rate 4 sounded very poor with significant pulses in the sound of 
strange ‘bloop’ noises. 
 
Quantization level 1 did not allow reconstruction. Level 4, 8, and 9 did. 
 
 
Conclusion:  
We tested various compression schemes and illustrated that even a naïve implementation 
of an autoregressive filter performed better than direct quantitation when it was stable. 
We also learned that there is a significant difference between mathematical error and 
perceived sound quality. This project was rather challenging and computationally 
intensive. It was my most advanced Matlab project up to this point.	
 
 
 
 


